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Introduction 
 

After a few years of fantasy and unrealistic expectations, artificial intelligence (AI) 

has made the leap to practical reality and is quickly becoming a competitive necessity. It is 

expectable for new disruptive technologies to take time before getting the maturity to 

produce predictable, repeatable, and cost-effective business value.  Yet, amidst the current 

frenzy of AI advancement and adoption, many leaders and decision-makers still have 

fundamental questions about what AI can do for their businesses in practice beyond the 

theoretical application. This is a comprehensible skepticism as AI application has matured 

disparately across industries and, in many cases, despite the high initial investment, the 

return did not reach the original expectations mostly because AI adoption is still a labor-

intensive process.  

In short, AI plays a key role in very different areas from transforming customer 

engagement to speed execution reducing the time required to achieve operational full 

automation and reducing complexity enabling enterprises to be more proactive, predictive, 

and able to see patterns in increasingly complex sources.  

For many decision-makers, the important next step is to stop dabbling with AI and 

start embracing and industrializing it so that AI solutions can be deployed on a large scale 

across the entire enterprise. This would likely require core building blocks such as 

enterprise-wide data governance and clear strategies for harnessing the power of AI and 

data. Simply throwing more money at the problem won’t be enough. 

At Thingbook, the "industrialization" of AI, is a central topic and it is at the core of 

our products. However, this term remains unfamiliar among many industry professionals. 
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Let’s start by explaining what we mean by industrialized AI (InAI) and the results that we 

have obtained so far.  

Industrialization entails expanding a technology application to increase its use, 

efficiency, and businesses benefits. This means that an InAI is scalable, reusable, with 

predictable costs and safe for use by any company. The goal of having an industrialized AI is 

to accelerate the growth and adoption of Data Analytics-based solutions and products. In this 

sense, the industrialization process follows the same route as electronics, automobiles, and 

other products, from handcrafted with high production costs and end prices to a scalable, 

cost-effective production line.  

As an example of the benefits of industrializing AI in terms of cost and Time to Value, 

in our latest deployment, our goal was proactively discovering abnormal patterns and 

categorize them as the data flows through the largest data center of one of the most 

important Telecom carriers in LATAM. Traditionally, a project like that would take a significant 

amount of Data Scientists and Data Engineers however, we achieve a reduction of delivery 

time of 74.7% and bring Total Cost of Ownership down by 68.5%. In this article, we explain 

how and why.  

Current Situation 
AI currently is consumed in an artisanal, handcrafted way produced by highly skilled 

craftsmen supported by experts in the application domain. Even though nowadays the Data 

Science creation process counts with a significant number of defined building blocks, 

engineering techniques, or templates; the reality is that majority of those resources are 

created to enhance the artisanal process and not to replace it by an automatic, industrialized 

process. In addition, they were not created with a particular business problem in mind but 



 

  THINGBOOK.io 
The easy path to ML 

with the aim of being generic. This does not imply that AI- software developed today is bad 

or performs poorly; just as having a custom handmade suit isn't bad. However, when 

considering scale, time to market, production, and maintenance expenses, a completely 

customized and handcrafted method are inefficient and rarely reproducible. 

When going through the end-to-end process of applying AI/ML algorithms to solve a 

particular business problem, it can be compared to building and maintaining a house complex. 

Consider the case where the business is to sell homes in multiple complexes where you have 

to build numerous homes, but you decide to customize them and then you need to hire a 

different contractor for each depending on the contractor’s experience. Every contractor uses 

their architect, designer, brings customized materials, and uses different paints. The result is 

that, even though all houses are fully compliant with the initial requirements, they are all 

livable according to the standards and regulations; each home is built with unique colours, 

designs, and stones. Although all the contractors may be master craftsmen and do an 

excellent job, what will happen when the natural wear-and-tear occurs probably, after several 

years of use? Since every home was established with tailored parts (and design decisions), it 

will be difficult and costly for a new contractor to understand what needs to be fixed and do 

it quickly and cost-effectively. 

This is like how AI is delivered and consumed today in the market. Today, each AI-

based solution is built ad-hoc based on the data and computational resources available and a 

series of assumptions/decisions made by data engineers and data scientists to prepare and 

analyse the data. These decisions are primarily determined by the level of specific domain 

knowledge from data scientists and data engineers and will significantly impact the model(s) 

performance. In a few words, it means that when a contractor (Data Scientists/Data 
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engineers) transfers or quit, system maintenance and product evolution might become a 

nightmare. In such a situation, AI investment could go to waste. 

In the Telecom business, when we apply AI/ML to operational use cases like 

continuous assurance, detecting QoE degradation, or automatically discovering the Root 

Cause for a problem, it is like building a super complex house. A house built using many 

different materials (or data sources), not always easy to mix (or integrate), a decent number 

of ML pipelines and, in many cases, hundreds, or thousands, of models receiving data in real-

time to assess the network status and gain knowledge of new ways of normality. In a dynamic 

environment like a Telecommunications network, the need for constant learning introduces 

challenges like when re-train the models? What data to keep, what data to discard? Is the 

original feature engineering process still valid after a concept drift? How many models should 

we create? What happens when we receive data from a new network entity? 

 There are a few incomplete maps to build something like that, and in the best-case 

scenario, it will take a significant number of months before" the house" becomes operational 

and proves its value. There are some initiatives though that deserves a mention as they 

constitute, in my opinion, a step in the right direction. NWDAF is defined by the 3GPP as a 

standard for using network data analysis to drive the automation of network operations in 

the 5G Core Network. Defining the standard involves identifying specific use cases. Then, for 

each use case, specifying the input data that NWDAF needs to process to produce the 

required analytics outputs. In its Release 17, the standard identifies a set NWDAF use cases 

to address particular operational requirements. 

The 3GPP specification effort makes a great work when defining interfaces between 

the Network Functions and specifying data sources that should be used for each use case. 

That is, while the standards define the interfaces, the logic that receives data from Network 



 

  THINGBOOK.io 
The easy path to ML 

Functions, applies the AI/ML pipeline(s) and delivers Analytics Reports, is considered “an 

implementation issue”. In other words, the productization of those use cases still require a 

significant data science work, which means more time for experimentation, which means 

more artisanal work, which means higher Time to Value and costs. Similar standardization 

efforts are being implemented in the Radio Access Network, with O-RAN standardizing the 

Non-Real-Time Radio Intelligent Controller (Non-RT RIC) within the Service Management & 

Orchestration (SMO). Among other functions, the Non-RT RIC takes care of ML model training, 

distribution and inference.  

In a truly industrialised environment, Network Experts should be able to define the 

input interfaces from a pre-loaded catalogue, upload training data set and deploy as many 

models as required to fulfil the target use case. 

Industrializing AI will ensure a uniform quality for several business problems and its 

ML/AI solution counterpart and create them in a timely fashion. This is our mission at 

Thingbook; we deliver models that are ready to go and integrate with many systems using 

standard interfaces. One important clarification is that having standardized tools in place does 

not translate to yielding standardized end products. Focusing on Telecom, we know that each 

network is different even though they operate under the same standardization rules. Internal 

processes and tools are not necessarily the same. The subscriber base might behave in a very 

different way consuming different services, and what we consider business as usual for one 

operator might raise red flags for another. AI applications should continue being customized 

to suit specific business realities and scenarios as a use case enabler. However, these custom 

systems need to integrate and rely on ubiquitous processes and tools. 
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Is the AI/ML market not standardized de-facto already? 
This is an interesting point, the answer is both yes and no. Allow me to explain. 

Tensorflow and PyTorch, to mention a couple examples, have standardized a small 

component of the AI process. To return to our previous comparison, ML/AI frameworks are 

like water pumps or electric generators. It is a standardized essential component, but you 

cannot create a house just with a water pump alone? AI model training and execution are 

simply one piece of the puzzle. Most of the other phases are currently unaddressed by open-

source solutions. Many extra parts are required, and these parts should preferably be 

standardized. Although ML/AI frameworks are helpful, they only cover a portion of the 

process of developing a “Smart Application”. What kind of data will be fed into the 

framework? Is it necessary to include all the information? How are categorical variables going 

to be encoded? What are the best hyper-parameters to use? In an ideal world, the data would 

already have been cleansed and harmonized and would be ready to be ingested. However, 

where commercial AI systems must operate in the real world, the raw data is far messier. 

This is where things start to become trickier.  "AI" is an umbrella term covering several 

distinct families of statistical, mathematical, and algorithmic methods. The model(s) training 

processes, such as data cleaning, feature engineering, data normalization, and encoding, are 

largely driven by the specific problem we want to solve. The approach to performing time-

series forecasting is fundamentally different from personalized recommendation engines. It 

is nearly impossible to standardize a process or tool that includes all the potential problems 

where AI/ML can be (and must be) applied. For instance, in our latest deployment, our goal 

was to analyze network traffic data in real-time and see if we could capture a significant 

incident that occurred a few weeks ago and how much time in advance we could give the 

heads up.  Our Time Series platform deployed and trained several hundreds of models (the 
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platform's model factory defines the precise number) to learn normalities (and detect 

abnormalities) from many different angles (IP address, Cells, TCP ports, Applications). The 

entire process was unattended from data acquisition to model(s) productization using 

standard input data as IpFix. All models can be listed, exported and executed using any 

standard tool as Tensorflow. That is what we call industrialized AI. 

All industries, from automobile to engineering to textiles, face challenges translating 

from science to industrial methods, in this sense, AI is not alone. Nonetheless, it has unique 

features that make this challenge particularly complex. AI is a big umbrella that covers a wide 

range of mathematical concepts and techniques applicable to a large set of industries and 

situations. Thus, no one can be fully proficient in all areas of AI. As a result, AI requires a 

collective effort to identify the areas and problems that need to be specifically industrialized 

to standardize it successfully. 

Wait a Minute, didn’t you just describe AI/ML-Ops? 
Well, AIOps is short for artificial intelligence for IT operations, which is a portion of the above 

described in this article. Gartner segmented the requirements of AIOps platforms across three 

areas: 

● Observe.  Data Ingestion & Handling. Unify and integrate data into a single view ready 

to be consumed by ML/AI algorithms. 

● Engage. Deploy ML and AI in problems like Behavioral Anomaly Detection, Pattern 

Discovery, Fault Demarcation and Forecasting. 

● Act. Leverage on prescriptive advice to perform automated preventive/remediation 

actions.  
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Gartner also categorized AIOps offerings as “domain-agnostic” and “domain-centric,” and 

explains that there is likely to be overlap between the two within implementations, which is 

something we certainly see this across our customer base.  

In the context of AIOps ecosystem, Industrialized AI falls in the engage area. Let’s 

consider the scenario where we need functions as Variable Correlation, Anomaly Detection 

(AD) and Forecasting. In a fictitious exercise, we want to perform all those functions on several 

metrics as SLAs and performance indicators as I/O latencies, CPU Time, Memory Pressure 

etc… The goal of the exercise will be to anticipate potential SLA breach as well as the metrics 

that would contribute to it. The solution should include the training and deployment phases 

and provide the required end points, in form of standard API, to perform inference in real 

time and provide the required scalability. The resulting system should also be able to detect 

and manage concept drifts, launching new training when required, and do it in a transparent, 

automatic way.  

An Industrialized AI platform should be able to deal with all those requirements. In 

essence, it provides the subject matter expert with the required sub-set of Machine Learning 

capabilities to solve a specific problem and automates the process from feature engineering 

to real-time serving along with continuous learning. In this new paradigm, the challenge for 

data scientists is to quit working on projects to star working on reliable and repeatable 

products.  
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